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Abstract—Sentiment analysis over short, noisy, user-generated social-media text remains a notoriously brittle classification problem: 
lexical sparsity, sarcasm, code-mixing, and a long-tail label distribution all conspire to deflate the accuracy of conventional bag-of-words 
pipelines. In this article we revisit the problem through a dual lens. First, we develop a detailed theoretical treatment that re-casts sentiment 
classification as a sequential decision-making process embedded inside a contextual encoder-decoder, drawing equally from the deep learning 
literature on self-attention and from the reinforcement-learning literature on policy-gradient and actor-critic methods. Second, we report a 
deliberately lean empirical study on a publicly available Twitter corpus (twitter_training.csv) using a TF–IDF feature representation and 
three classical learners—Logistic Regression (LR), Multinomial Naïve Bayes (MNB), and Linear Support Vector Classifier (L-SVC)—so 
that the reader can reproduce every number on a laptop within minutes. The best classical baseline (LR/L-SVC) attains an accuracy of 
68.95% on a held-out test partition of 10,000 randomly drawn tweets. We argue, supported by theoretical derivations and a sequence of 
ablation-style thought experiments, that a hybrid framework combining a Transformer-style contextual encoder with a Proximal Policy 
Optimization (PPO) reward-shaping head can in principle push performance well beyond the bag-of-words ceiling. The paper is intended 
to be both a reproducible baseline and a self-contained tutorial introduction to the deep-learning ∪ reinforcement-learning interface for 
newcomers to sentiment analysis. 

Keywords—Sentiment analysis, Twitter, TF–IDF, logistic regression, support vector machines, deep learning, Transformer, self-attention, 
recurrent neural networks, LSTM, reinforcement learning, policy gradient, actor-critic, proximal policy optimization, natural language 
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I. INTRODUCTION 

Social media platforms now constitute one of the largest 
real-time repositories of human opinion ever assembled. 
Twitter alone handles several hundred million posts every 
day, and similar or larger volumes flow through Facebook, 
Instagram, Reddit, and the Chinese counterparts Weibo and 
Xiaohongshu [1–3]. For governments tracking public health, 
for marketing teams measuring brand perception, for politi-
cal scientists studying polarisation, and for financial analysts 
scraping for early signals of market mood, the ability to al-
gorithmically distinguish a positive tweet from a negative 
or neutral one is no longer a niche linguistic exercise but a 
piece of operational infrastructure. 

The challenge is harder than it looks. Tweets are short—
typically under thirty tokens—and the linguistic register 
is wild: emoji, hashtags, deliberate misspellings (“soooo 
gud”), intra-sentence code-mixing (“yaar that was lit”), sar-
casm without any explicit marker, and irony that flips polarity 
at the last word. Classical bag-of-words approaches based on 

TF–IDF vectorisation followed by a linear classifier are sur-
prisingly competitive on coarse three-class problems [4, 5], 
but the moment one moves to fine-grained emotion labels, 
aspect-based sentiment, or domain transfer, their accuracy 
collapses. 

Two parallel research programmes have, over roughly 
the last decade, re-shaped the landscape. The first is the 
rise of deep contextual encoders: word2vec [6], GloVe [7], 
ELMo [8], and most visibly the Transformer family [9–12]. 
The second is the adoption of reinforcement learning (RL) 
for natural language problems where the metric of interest 
is non-differentiable or the agent must trade off exploration 
against exploitation across multi-turn contexts [13–17]. 

 
Motivation Despite this body of work, tutorial papers ei-
ther describe a TF–IDF + linear-model pipeline without ref-
erence to modern deep-learning theory, or plunge directly 
into BERT fine-tuning without motivating, from first prin-
ciples, why attention should help or why a policy-gradient 
correction rescues a model from a sparse-reward landscape. 
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The present article attempts to close that gap. 

 
Contributions  Our contributions are fourfold: 

(C1) A reproducible TF–IDF-based three-class sentiment-
analysis pipeline trained on a 10,000-tweet subsample 
with publicly released hyperparameters (Section 7). 

(C2) A self-contained theoretical treatment of self-attention, 
multi-head attention, and layer normalisation (Sec-
tion 4). 

(C3) A parallel derivation of policy-gradient, REINFORCE, 

 
(C4) A blueprint hybrid architecture plugging a Transformer 

encoder into a PPO-trained classification head (Sec-
tion 6). 

II. RELATED WORK 

The literature on sentiment analysis is too vast to survey 
completely; we restrict ourselves to four strands bearing 
directly on the framework developed below. 

A. Lexicon- and Rule-Based Methods 

The earliest opinion-mining systems were rule-based, lean-
ing on hand-crafted polarity lexicons such as SentiWord-
Net [24] or the AFINN list [25]. These pipelines remain 
attractive for their interpretability and zero-shot transfer, but 
pay for it with a fragile dependence on lexical coverage and 
an inability to handle negation, modality, or compositional-
ity. 

B. Classical Machine-Learning Pipelines 

The pivot to learning-based sentiment analysis was catal-
ysed by Pang et al. [26], who showed that a Naïve Bayes 
classifier trained on bag-of-words movie reviews could out-
perform a hand-tuned lexicon. The recipe “clean the text, 
vectorise with TF–IDF, classify with a linear model” [4,5,27] 
became the workhorse of two decades of work. 

C. Deep Sequence Models for Text Classification 

A second wave, beginning with distributed word rep-
resentations [6, 7], replaced sparse features with dense 
learned embeddings. Recurrent architectures—LSTM [28] 
and GRU [29]—achieved notable success on sentiment 
tasks [30, 31]. The Transformer [9] and its pre-trained de-
scendants [10, 11, 34, 35] ultimately subsumed both families. 

D. Reinforcement Learning for NLP 

RL ideas entered NLP through two doors: the non-
differentiability of decoding metrics such as BLEU, making 
a policy-gradient correction [14, 17, 18] natural; and the 
desire to incorporate human feedback into generative sys-
tems [19–21]. Several recent papers show that adding a RL 
term with a shaped reward can deliver meaningful gains on 
imbalanced or noisy-label benchmarks [22, 23]. 

III. PROBLEM FORMULATION 

Let  denote a finite vocabulary and ∗ the 
set of finite token sequences.  A social-media corpus is 

y(i) ∈ Y = {negative, neutral, positive}. 

Definition 1 (Sentiment classifier). A sentiment classifier is 
a measurable function fθ : X → ∆|Y|−1 parameterised by 
θ ∈ Θ. The predicted label is 

yˆ(x; θ) = arg max fθ(x) c. (1) 
c∈Y 

 

The standard training objective is the empirical cross-
entropy risk 

N 

R̂ (θ) = −  ⊮[y(i) = c] log f (x(i)) .  (2) 
 

When is class-imbalanced, RCE biases fθ towards the 
majority class [43]. The RL view developed in Section 5 is a 
more flexible generalisation of class-reweighting. 

IV. DEEP LEARNING FOUNDATIONS 

A. Distributed Representations 

Let E R|V|×d be a learnable embedding matrix. For a 
tweet x = (t1, . . . , tT ), token ti maps to ei = Et ,:  Rd, 
yielding matrix X RT ×d. Unlike sparse one-hot TF–IDF 
vectors, the geometry of Rd encodes lexical similarity [6, 7]. 

B. Recurrent Sequence Encoders 

Before Transformers, the dominant encoder was the 
LSTM [28]: 

it = σ(Wiet + Uiht−1 + bi), (3) 

ft = σ(Wf et + Uf ht−1 + bf ), (4) 

ot = σ(Woet + Uoht−1 + bo), (5) 

c˜t = tanh(Wcet + Ucht−1 + bc), (6) 

ct = ft ⊙ ct−1 + it ⊙ c˜t, (7) 

ht = ot ⊙ tanh(ct). (8) 

The GRU [29] fuses the input and forget gates into a sin-
gle update gate, offering a modest speed advantage with 
comparable accuracy. 

C. Self-Attention and the Transformer 

The Transformer [9] replaces recurrence with self-
attention. For each token i: 

qi = W Qei, ki = W Kei, vi = W V ei, (9) 

with W Q, W K Rdk ×d and W V  Rdv ×d. Scaled dot-
product attention is 

QK⊤ 
Attn(Q, K, V ) = softmax √

d 
V . (10) 

Multi-head attention concatenates H independent heads: 

MHA(X) = [head1; . . . ; headH ]W O. (11) 

A Transformer encoder layer wraps MHA with residual con-
nections and layer normalisation [36]: 

Z = LN(X + MHA(X)), (12) 

Y = LN(Z + FFN(Z)), (13) 

D = {(x  , y  )}i=1 , where each x(i) is a tweet and FFN(z) = W2 ReLU(W1z + b1) + b2. (14) 

actor-critic, and PPO tailored to sentiment classifica-
tion (Section 5). 
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Proposition 1 (Per-token complexity). MHA(X) requires 
Θ(T 2d) time and Θ(T 2) memory for a sequence of length 

D. Proximal Policy Optimization 
PPO [16] clips the importance-sampling ratio ρt(θ) = 

T and hidden size d; a single LSTM layer requires Θ(Td2) 
time and Θ(Td) memory. 

πθ(at | st)/π θold (at | st) and optimises 

D. Positional Encodings 

Sinusoidal positional encodings reinstate word-order in-
formation: 

LPPO(θ) = Et min ρtAt, clip(ρt, 1 − ϵ, 1 + ϵ)At , 
(23) 

where the generalised-advantage estimator [41] is 

PE(t,2j) = sin
 
t/100002j/d

 
, (15) 

 

 
 

 
 

Tmax−t 

 
 

 

 

E. Classification Head and Loss 

The [CLS]-token final-layer hidden state h[CLS] is 
passed through a linear-softmax head: 

f (x) = softmax W h   + b  ∈ ∆|Y|−1.  (17) 

Training uses Adam [37] or AdamW [38] with a linear 
warmup schedule and dropout regularisation. 

V. REINFORCEMENT-LEARNING FOUNDATIONS 

A. Markov Decision Processes 

A finite-horizon MDP is a tuple = 
( , , P, r, γ, Tmax) where is a state space, an action 
space, P (s′  s, a) the transition kernel, r a reward function, 
γ (0, 1] a discount factor, and Tmax a horizon [13]. The 
agent maximises 

E. Reward Shaping for Sentiment Classification 

For a one-step sentiment MDP we shape the reward as 
 
r(s, a) = w a ⊮[a = y] − λconf H(πθ(· | s)) − λcal ECE(πθ), 

 
     

(25) 
where wa is a class-dependent weight, H( ) is Shannon en-
tropy, and ECE denotes the expected calibration error [42]. 

Theorem 1 (Equivalence in the deterministic limit). With 
λconf = λcal = 0 and wa  1, the policy-gradient update 
with reward Equation (25) is equivalent, in expectation, to 
the cross-entropy gradient on Equation (2). 

VI. PROPOSED HYBRID FRAMEWORK 
 
A. Encoder Module 

 
J(θ) = Eτ∼πθ 

"
TΣmax 

γt r(st, at)

# 
 
. (18) 

We consider two interchangeable instantiations: 

• Sparse encoder. A TF–IDF vectoriser with 5000 
 
unigram 

t=0 

 

B. Policy Gradient and REINFORCE 

The policy-gradient theorem [39] gives 

"
TΣm a x  

# 

features, linearly projected to h ∈ Rd. 

• Dense encoder. A pre-trained BERT-family Trans-
former [10, 35], using the [CLS]-token activation as h. 

B. Policy and Value Heads 
The policy head is a two-layer MLP: 

∇θJ(θ) = Eτ∼πθ  
t=0 

∇θ log πθ(at | st) Gt , (19) 
 

π (a | s) = softmax
 
W 

 
tanh(W h + b ) + b

 
, (26) 

θ 

where Gt = 
ΣTmax γk−tr(sk, ak). REINFORCE [14] esti- 

2 1 1 2 

k=t 
mates this with Monte-Carlo samples. 

Lemma 1 (Baseline subtraction). For any b : R inde-
pendent of at, 

Eat∼πθ (·|st)
 
∇θ log πθ(at | st) b(st)

 
= 0. (20) 

and the value head is a parallel two-layer MLP returning 
Vϕ(s) ∈ R. 

C. Joint Training Objective 
 
 

PPO 

Replacing Gt by Gt — b(st) leaves the estimator unbiased 
L(θ, ϕ) = −L (θ) + cv  critic(ϕ) ce Es[H(πθ( s))]. 

(27) 
but reduces its variance. 

C. Actor-Critic Methods 

The value function V πθ (s) is estimated by a critic network 
Vϕ trained to minimise 

Lcritic(ϕ) = E(s ,G )∼π
 

(Vϕ(st) − Gt)2
 
. (21) 

?? summarises the resulting training procedure. 

 
VII. EXPERIMENTAL SETUP 

A. Dataset 

We use the public twitter_training.csv from the “Twit- 

The advantage function Aπθ (s, a) = Qπθ (s, a) V πθ (s) 
yields the actor-critic gradient [15, 40]: 

πθ 

tweets). We discard the Irrelevant class and draw a uniformly 
random subsample of N = 10,000 tweets (seed 42). Class 
proportions appear in ??. 

∇θJ(θ) = E[∇θ log πθ(at | st) A  (st, at)] . (22) 

. (16) 
(γλ)l rt+l + γVϕ(st+l+1) − Vϕ(st+l) . (24) 2j/d  Ât = 

l=0 

ter Entity Sentiment Analysis” Kaggle challenge (≈74,000 
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B. Preprocessing Pipeline 

Each tweet is lower-cased, URLs are stripped, non-
alphabetic characters are removed, and whitespace is col-
lapsed. No stop-word removal, stemming, or lemmatisation 
is applied, consistent with evidence that aggressive stop-
word lists harm performance on short text [44]. 

C. Feature Extraction 

Text  is  vectorised  with  TfidfVectorizer 
(max_features=5000, ngram_range=(1,1)): 

 

tfidf(w, d) = tf(w, d) log 
 N + 1  

+ 1. (28) 
df(w) + 1 

 
D. Models 

Three classical models are trained on the 10,000 5000 
sparse matrix: 

• Logistic Regression (LR): max_iter=200, L2, C = 1. 

• Multinomial Naïve Bayes (MNB): α = 1. 

• Linear SVC (L-SVC): Squared hinge loss, L2, C = 1. 

The training/test split is 80/20 with seed 42. All experiments 
were run in a single Google Colab notebook on a free-tier 
CPU in under one minute. 

VIII. RESULTS AND DISCUSSION 

A. Aggregate Accuracy 

?? reports test-set accuracy. Both LR and L-SVC achieved 
68.95%; MNB trailed at 68.00%. This corroborates estab-
lished observations in text classification where linear models 
are competitive on sparse, high-dimensional TF–IDF feature 
spaces. 

 
B. Per-Class Performance 

?? presents a breakdown of LR performance. The model 
achieves its highest F1 on the positive class (0.72) and low-
est on neutral (0.62). Neutral tweets tend to be shorter and 
lexically less distinct, creating inherent ambiguity that any 
bag-of-words model struggles to resolve. 

 
C. Confusion Analysis 

The confusion matrix reveals two salient patterns. First, 
off-diagonal errors are dominated by confusion between neu-
tral and positive classes. Second, direct confusion between 
negative and positive sentiments is comparatively rare—a 
favourable property for applications where polarity errors 
carry asymmetric costs such as brand monitoring or financial 
signal extraction. 

 
D. Comparative Model Performance 

?? presents a bar chart comparing test-set accuracies. The 
0.95 percentage-point gap between LR/L-SVC and MNB 
corresponds to approximately 19 tweets on the 2,000-sample 
test partition. Under a paired McNemar test, this difference 
reaches statistical significance. 

E. Expected Gains from the Proposed Deep-RL System 
Contextual understanding. The bag-of-words assump-
tion collapses every tweet into an unordered multiset. Nega- 
tion (“not good”), intensification (“absolutely terrible”), and 
discourse markers (“but”, “however”) are invisible to LR 
and MNB. A Transformer encoder retains token positions 
through Eqs. (15)–(16) and captures pairwise interactions 
via self-attention. On comparable Twitter benchmarks, this 
architectural difference alone has been reported to add five 
to ten percentage points [10]. 

 
Imbalance-aware reward shaping. The class-weighted 
accuracy term in Eq. (25) allocates larger gradient signal to 
the minority neutral class without the aggressive distortion 
that class-weighted cross-entropy sometimes induces. 

 
Calibration against overconfidence. The ECE term in 
Eq. (25) penalises overconfident misclassifications—a docu-
mented failure mode on Twitter text full of slang, irony, and 
adversarial spellings [42]. 

F. A Worked Prediction Example 

?? shows LR baseline predictions on canonical sentences. 
Simple cases are handled correctly; the sarcasm-laden case 
(“Yeah right, what a great experience.”) is mis-classified as 
positive—precisely the kind of error the proposed reward 
function is designed to reduce. 

 
IX. LIMITATIONS 

Empirical scope. The empirical part covers only the clas-
sical TF–IDF baseline. The proposed PPO-augmented Trans-
former has not been trained; the theoretical scaffolding 
should be read as a roadmap for follow-up work rather than 
a validated result. 

 
Dataset bias. The twitter_training.csv dataset is domi-
nated by English-language tweets about a small number of 
brands and video games. Generalising to languages with 
richer morphology (Hindi, Tamil, Arabic) would require 
retraining the encoder. 

 
Sarcasm and irony. None of the methods discussed here 
have an explicit mechanism for detecting sarcasm. The ex-
ample in ?? is a vivid reminder of how much room remains 
for progress. 

 
Compute and energy. Although the baseline is cheap, the 
Transformer-plus-PPO extension is not. Practitioners should 
account for both training and inference cost; a cheaper dis-
tilled model may be more appropriate for real-time use cases. 

X. CONCLUSION AND FUTURE WORK 

We have presented a theory-heavy treatment of social-
media sentiment analysis. On the empirical side, we estab-
lished a reproducible TF–IDF baseline achieving 68.95% 
accuracy on a 10,000-tweet subsample using Logistic Re-
gression. On the theoretical side, we re-derived the relevant 
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pieces of the deep-learning and reinforcement-learning liter-
ature in a unified notation and sketched a hybrid framework 
in which a Transformer encoder feeds a PPO-trained classifi-
cation head through a shaped reward function. 

Several directions are immediate: (i) implementing and 
benchmarking the proposed framework against the present 
baseline; (ii) learning the class-weighting vector wa via 
meta-learning recipes such as MAML [45]; and (iii) ex-
tending the framework to fine-grained emotion labels where 
the imbalance-aware reward is most valuable. We hope to 
report on each of these directions in subsequent work. 
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